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1 Introduction

Economists have long recognized that inflexible hours and fixed costs of work shape la-
bor supply behavior (e.g., Cogan, 1981 and Chetty et al., 2013 ). Such constraints, whether
implicit or explicit, are central to understanding labor market dynamics and tax design
(e.g., Hansen, 1985 and Rogerson, 1988), and optimal taxation (e.g., Saez, 2002). How-
ever, this literature has been studied largely through annual labor supply models, leaving
within-year responses much less understood.1

In this paper, we study whether annual tax incentives generate within-year stopping
responses when workers cannot smoothly adjust hours. To do so, we develop a dynamic
labor supply model in which workers repeatedly decide whether to continue working
as the year unfolds. The key implication is that annual taxation plus hours constraints
can create a distinct within-year participation margin that is not visible in annual data
alone. Unlike the standard static response to annual tax incentives, inflexible hours turn
the problem into a stop-or-continue decision: some workers optimally pause once cumu-
lative earnings cross a kink and resume when the schedule resets. That mechanism gives
the monthly data independent identifying content, rather than treating them as a finer
version of a standard bunching design.2

We interpret this stopping behavior as an extensive-margin response to annual incen-
tives observed at the monthly level. At the same time, a monthly extensive-margin de-
cision can also be viewed as an annual intensive-margin decision.3 We therefore use this
language mainly to clarify the timing and composition of responses within the year. More
broadly, our results isolate a mechanism that matters precisely when work choices are
lumpy and incentives are sharp, rather than claiming that all annual tax responses pri-
marily reflect within-year stopping. We therefore begin with the disability insurance (DI)

1Keane (2011) and Saez et al. (2012) survey the literature on dynamic labor supply decisions and the
elasticity of taxable income, respectively. A growing number of studies in public economics show that
responses to incentives are often dampened by various kinds of frictions (e.g., Chetty, 2012 and Kleven
& Waseem, 2013). Saez (2010) argued that these frictions explain why employees often do not respond to
tax incentives, and Chetty et al. (2013) show that hours constraints can rationalize the divergence between
Hicksian macro and micro elasticities, but not the intertemporal elasticity of labor supply: “Even accounting
for indivisible labor, micro studies do not support representative-agent macro models that generate Frisch
elasticities above 1” (Chetty et al., 2013, p. 4).

2Quitting is synonymous here with pausing work. The costs associated with quitting also capture the
cost of returning to work in the next tax period, or at a later date. Of course, quitting or pausing work may
impose high career costs on full-time workers (Kleven et al., 2025), but to some workers, ignoring the tax
incentive can be costlier than quitting.

3In general, an extensive-margin decision over any time interval may be interpreted as an intensive-
margin decision over a longer time interval, and an intensive-margin decision over any time interval may
be interpreted as an extensive-margin decision over a shorter time interval.
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system, where the design has its best chance of succeeding because the sample consists of
marginally attached workers facing an unusually large kink. In this setting, ignoring the
incentive is especially costly, because the marginal tax rate rises by 43 percentage points
at the kink. We find that a temporary 62 percent reduction in net-of-tax income leads to a
53 percent fall in the participation rate, yielding an implied participation elasticity of 0.8.
This result is robust across a wide set of specifications and holds for part-time workers
who return to the same employer, return to a new employer, or leave the workforce when
the tax resets the following year.

Our approach allows us to decompose year-end bunching into intensive- and extensive-
margin responses and to estimate the share of workers who are hours-constrained. By re-
lating the amount of “missing mass of work” implied by a participation probability func-
tion (PPF) to the “excess mass in year-end earnings” from a standard bunching estimate,
we can derive the share of constrained “compliers”—i.e., workers who find it optimal to
locate at or close to the kink. We find that while the missing mass of work accounts for
about 2 percent of part-time employed welfare recipients, it accounts for 60 percent of
“compliers.”

As highlighted by Chetty (2012), theory suggests inertia when the utility cost of ig-
noring the incentive is low relative to the adjustment cost. To test these predictions, we
then turn to the full spectrum of kinks in the tax system, which range from marginal tax
changes of 3 to 25 percentage points and span the 10th to the 90th percentile of the earn-
ings distribution. The broader tax-schedule evidence is materially weaker than the DI
evidence. We detect some extensive-margin response at the lowest bracket, where mov-
ing from a tax rate of zero to 25 percent implies a labor supply response of about 5 percent
and an elasticity of 0.2. At higher kinks, the estimates are smaller and often imprecise. We
therefore treat the tax-schedule results as corroborative rather than as a headline empirical
contribution.

The participation elasticities are largest among marginally attached workers, precisely
the group for whom within-year stopping is most plausible. One interpretation is that
these workers face relatively low search or re-entry costs, making temporary labor market
exit and return easier to sustain within the year. Indeed, many workers stop and return to
the same firm the following year, suggesting that firms can accommodate temporary exit
even when hours are rigid. Career concerns also appear less important in this population,
since many workers hold part-time jobs or are near retirement age. Consistent with this
interpretation, the estimated participation elasticity is smaller among younger workers
and among workers in larger firms, for whom career concerns may be more important.

Our paper is related to research on the implications of optimization frictions for la-
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bor supply decisions. Saez (2010) discusses the role of hours frictions as one reason
why workers do not bunch, and Chetty et al. (2011) point to aggregate factors—such as
collective wage bargaining—that may attenuate the estimated micro response to incen-
tives. Chetty (2012) formalizes the idea of optimization frictions, and Kleven & Waseem
(2013) show how notches and dominated regions in budget sets can be used to iden-
tify the overall prevalence of optimization frictions.4 Relative to this research, our ap-
proach nests the standard bunching approach of Saez (2010), in which people make a
single labor supply decision, but uses monthly earnings data to study how annual re-
sponses are distributed within the year.5 Our main contribution relative to the bunching
and optimization-frictions literature is to use monthly data to decompose year-end bunch-
ing into within-year stopping and residual annual earnings adjustment. Compared with
Kleven & Waseem (2013), who use annual missing and excess mass to study optimization
frictions, we use monthly continuation behavior to identify the timing and composition
of responses around annual kinks.

Our work also contributes to research on responses to changes in work incentives (e.g.,
Moffitt, 1992; Krueger & Meyer, 2002; Saez et al., 2012; and Kleven & Waseem, 2013). While
it is well-established that labor supply elasticities differ widely across groups or countries,
understanding which margins drive those differences remains an active research field (see,
e.g., Krueger & Meyer, 2002 and Chetty, 2012).6 Our paper contributes to this line of re-
search by unpacking how hours frictions shape labor supply elasticities, how they interact
with the safety net, and why extensive-margin responses are especially important at the
bottom of the income distribution. Our findings also connect to a large literature show-
ing that disability insurance (DI) applications are counter-cyclical (e.g., Black et al., 2002;
Autor & Duggan, 2003; Maestas et al., 2021). While most of that literature focuses on
participation among potential beneficiaries, we show that the elasticity also remains high
among existing beneficiaries.

Our approach also speaks to the macro-micro evidence on the elasticity of intertem-
poral substitution. Chetty et al. (2013) show that reduced-form estimates of extensive-

4A number of studies have extended the bunching framework to allow for adjustment costs; see, for
example, Gelber et al. (2019), Ruh & Staubli (2019) and Zaresani (2020).

5Our paper is methodologically related to Saez (2003)—who uses gradual changes in annual earnings
relative to locations of kinks to estimate taxable income elasticity. Similarly, our approach to estimating the
counterfactual density is related to Kopczuk & Munroe (2015)—who use data only from the left of a kink,
which is not affected by the introduction of a tax.

6A large literature studies how optimization frictions affect decisions, including labor supply responses
to welfare reform with adjustment frictions (Kline & Tartari, 2016), over-withholding of tax liabilities (Jones,
2012), and information provision and take-up of the earned income tax credit (Chetty & Saez, 2013; Bhargava
& Manoli, 2015). In related work, Weathers & Hemmeter (2011) and Ruh & Staubli (2019) find large labor
supply responses to return-to-work programs in the US and Austrian disability insurance (DI) systems, and
Zaresani (2020) finds small earnings responses to financial incentives in the Canadian DI system.
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margin responses often reflect a combination of heterogeneity in reservation wages and
labor market frictions such as adjustment costs and hours constraints. In our setting, in-
terpreting the participation response as an intertemporal extensive-margin substitution
elasticity requires an assumption of forward-looking behavior. Because the change in ef-
fective wages is anticipated and temporary within the tax year, the relevant margin is the
retiming of work within the year, and into the next year when the schedule resets, rather
than a wealth effect.

This emphasis on high-frequency “stop/continue” decisions is also conceptually re-
lated to the literature on taxi drivers’ within-day labor supply and quitting decisions in
response to transitory earnings opportunities. Classic evidence and interpretations in this
taxi-driver literature include Camerer et al. (1997) and Chou (2002). Subsequent work
develops and tests reference-dependent/target-based and related frameworks, and of-
fers alternative re-analyses emphasizing intertemporal substitution and forward-looking
stopping (e.g., Farber 2005, 2008, 2015; Crawford & Meng, 2011; Thakral & Tô, 2021).
Ashenfelter et al. (2010) use permanent fare increases to study longer-run labor supply
responses. Related work in cab/ride-hail settings studies pricing and the value of time
(e.g., Buchholz et al., 2025). A recent dynamic optimal-stopping approach that rational-
izes many patterns in this literature is Buchholz et al. (2026). Similar to this literature, we
use the timing of exit decisions to distinguish dynamic extensive-margin stopping from
smooth intensive-margin adjustment.

Finally, timing matters for policy design. While tax incentives typically change at year-
end, welfare systems often apply earnings tests and benefit offsets at a monthly frequency.
The U.S. SSDI program, for example, determines eligibility for DI payments relative to a
monthly substantial gainful activity (SGA) threshold. Our evidence is therefore relevant
for the proposed “$1 for $2 offset,” which would let DI recipients keep $1 of benefits
for every $2 of earnings above the SGA threshold. More broadly, our findings suggest
that stronger work incentives for marginalized workers with residual work capacity can
generate sizable changes in part-time work and aggregate employment.

The remainder of the paper proceeds as follows. Section 2 presents a model in which
workers make repeated labor supply decisions over the year. Section 3 describes the policy
environment and the data. Section 4 presents the main findings, and Section 5 concludes.

2 Theory and Empirical Methodology

This section develops the paper’s core distinction between smooth adjustment and within-
year stopping. Our main result is sharp: mid-year stopping requires hours constraints,
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whether explicit or implicit. Within a broad class of frictions, a worker who finds it op-
timal to stop mid-year must either be unable to choose per-period hours flexibly or must
face a sufficiently high cost of work in later periods (i.e., a high marginal cost of work
at 0 hours of labor supply or a sufficiently large discrete cost) that function effectively as
implicit hours constraints. Other frictions do not generate participation effects. We then
propose a conditional participation probability that nonparametrically identifies the effect
of taxes on the within-year extensive-margin response.

2.1 A Dynamic Model of Inflexible Work and Year-End Incentives

Consider a tax period with T sub-periods, t = 1, . . . , T, discounting the future according
to δ. Throughout, a worker’s per-period wage is w, and the cumulative labor income is
denoted yt−1 = w ∑t−1

i=1 hi. Following Diamond (1980) and Saez (2002), we study a general
tax and transfer system with negative taxes at zero labor income, and denote non-labor
income x > 0. We assume no tax withholding, so that this cash benefit is distributed
equally per month, always guaranteeing some income for consumption and allowing us
to omit savings decisions from the baseline specification.7

Each period, given labor supply choice ht and cumulative income yt−1, a worker chooses
how much to consume, ct, subject to the constraint, ct ≤ htw (1 − τ (yt−1, ht)) + x, where
τ (yt−1, ht) gives the tax schedule (i.e., the effective marginal tax rate paid on current-
period income). The tax (or equivalently, the benefit reduction) takes the following single-
kinked form:

τ (yt−1, ht) =


0, if yt−1 + htw ≤ K
τ(yt−1+htw−K)

htw
, if yt−1 ≤ K and yt−1 + htw > K

τ, if K < yt−1

,

where 0 < τ < 1 is a scalar tax rate, K > 0 is the location of a kink in the tax schedule,
and the middle case describes the effective tax rate when only a portion of the period’s
earnings are in excess of the kink. We assume the tax rate is perfectly understood. In
Appendix A.2, we show that there is no qualitative difference between a tax and a benefit
reduction for the purposes of our identification result.

A worker draws her disutility of labor θ from some distribution, and we assume for
simplicity it is drawn before making work and consumption choices. A worker of type θ’s

7In effect, this means that over- and under-withholding is administered the following year.
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per-period utility, net of labor costs is

u (ct)− θD (ht)− θ1ht>0lt,

where u (·) is strictly increasing, twice continuously differentiable, and concave. The disu-
tility of work D(·) is also increasing, twice continuously differentiable, strictly convex, and
normalized so that D(0) = 0.8 (lt)

T
t=1 is a sequence of discrete “fixed costs” of working in

each period t. Without savings, a worker will consume her entire income in each period;
given cumulative income yt, her per-period payoff as a function of labor supply ht is

u (htw (1 − τ (yt−1, ht)) + x)− θD (ht)− θ1ht>0lt.

We analyze this problem for two types: (i) a flexible and (ii) an hours-constrained
worker. We begin by assuming that there are no fixed costs, lt = 0 for all t, before adding
them back in.

2.1.1 Analysis for a Flexible Worker (No Fixed Costs)

We begin with a worker who can freely choose hours. In the baseline model without
savings, a worker who freely determines hours each period faces no time inconsistency
and the problem is effectively static, reducing to choosing a sequence of per-period labor
supply decisions, {ht}T

t=1.
Without tax withholding, if total desired earnings exceed the kink, there exists a period

s ∈ {0, . . . , T} that is the last period before earnings strictly exceed the kink. In period
s + 1, a portion of that period’s earnings becomes taxable, but only a partial increase in
tax may occur, as cumulative earnings up to period s may still be strictly below the kink
threshold. From period s + 2 onward, all income is subject to taxation. If total earnings
exceed the kink starting from period 1 onward, s = 0. If total earnings never hit strictly
above the kink, s = T.

We assume that for all types θ, the condition wu′ (x) − θD′ (0) > 0 holds, ensuring
that all workers find it optimal to work in at least one period within the year. The worker

8The leading example of such a cost is the isoelastic utility form, θ
1+ 1

e
h1+ 1

e
t , where e is the elasticity of

labor supply with respect to net after-tax earnings.
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chooses {ht}T
t=1 to maximize

periods strictly below kink︷ ︸︸ ︷
s

∑
t=1

δt−1 (u (htw + x)− θD (ht)) +

periods strictly above kink︷ ︸︸ ︷
T

∑
t=s+2

δt−1 (u (htw (1 − τ) + x)− θD (ht)) +

period crossing the kink︷ ︸︸ ︷
δs

(
u

(
whs+1 (1 − τ) + τ(K −

s

∑
i=1

hi) + x

)
− θD (hs+1)

) (1)

This problem can be solved in two steps. First, fix s ∈ {0, . . . , T}, then optimize Expression
1 subject to the constraints that

w
s

∑
t=1

ht ≤ K, and w
s+1

∑
t=1

ht > K.

Second, given the solution to this program, optimize the choice of s. Fixing s, the regu-
larity of the objective ensures that an optimizer of Expression 1 exists. As s can take only
finitely many values, a solution to the grand (two-stage) problem exists. A special case
of this problem is that in which a worker finds it optimal to have her annual earnings be
exactly equal to the kink point K. In that case, the worker solves a standard “cake-eating”
problem.

Unless the cost of shifting from no work to some work is prohibitively high, a flexible
worker will work in every period in order to best “spread out” the convex costs. That is,
with no fixed costs, a flexible worker’s labor supply ht must be strictly positive in every
period t, unless D′(0) is sufficiently large. If, for instance, the disutility of work at 0 hours
is 0, it is optimal to work in every period. We formalize this result as Proposition 1 in
Appendix A.1, and show at the end of this section that it also holds when allowing for
savings.

Assuming that there exists a smooth distribution of the disutility of work, Panel (A)
of Figure 1 illustrates the dynamics of the cumulative earnings distribution for flexible
workers with T = 4. As workers find it optimal to smooth work across periods due to
convex costs, some workers will also find it optimal to bunch their work hours, such that
the per-period work decisions accumulate to the annual kink, as seen in the rightmost
figure. This set of compliers—i.e., those who find it optimal to bunch—is constant in
each period, illustrated by the fixed height of the excess mass, which moves rightward
throughout the year.
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Figure 1: Illustration of Two Types of Cumulative Earnings Distributions
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Notes: Panel (A) illustrates a possible distribution of cumulative quarterly earnings with perfect control of hours worked, and Panel
(B) illustrates it for the hours-constrained type. The solid black line denotes the realized density function in response to the tax kink,
while the dashed grey line denotes the counterfactual density function that would be observed in the absence of the tax kink. The
dashed vertical line denotes the location of the tax kink.

2.1.2 Analysis for an (Explicitly) Hours-Constrained Worker

For an explicitly hours-constrained worker, the key difference is that per-period hours
are exogenously specified (from the worker’s perspective) at ht = h > 0. In principle,
a worker could exert effort to adjust hours—by searching for a different job or negotiat-
ing different hours—but when this cost is sufficiently high, the only per-period choice is
whether to continue working or quit. We abstract from search as a way to overcome the
constraint and model the worker as choosing a stopping period f ∈ {0, 1, . . . , T}, where
f = T means the worker does not quit. The quitting decision also comes at a cost ψ > 0,
which captures its negative effect on the worker’s income going into the next year (and
other negative consequences).

To avoid trivialities, we assume that wh < K and u(hw + x)− θD(h) > u(x), ensuring
that a worker finds it optimal to work at least one period. We say that a worker stops
working strictly below the kink if f < T and w( f + 1)h ≤ K. That is, a worker stops
working strictly below the kink if she could work at least one more period before her
total income exceeded the kink. The conditions which ensure workers find it optimal to
work at least one period ensure that workers never stop working strictly below the kink.9

For some hours-constrained workers, the change in marginal tax rate makes it optimal to
stop working when cumulative income crosses the kink. This can lead to mid-year stop-

9The difference in annual utilities from a worker stopping at f + 1 ≤ T and f has the same sign as
u(hw + x)− θD(h)− u(x), which is strictly positive, by assumption.
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ping—when the costs of quitting are sufficiently low—because hours-constrained work-
ers cannot freely “smooth” their hours like flexible workers can and thus reach the kink
before the end of the year.

Panel (B) of Figure 1 illustrates the evolution of cumulative earnings for hours-constrained
workers. It shows that hours constraints—in combination with an annual kink—induce
some workers to stop working mid-year as their cumulative earnings reach the kink.
In that case, the worker finds it optimal to stop working because her take-home wage,
w(1 − τ), is too low compared to her disutility of working, θD(h). The figure highlights
that while the estimated year-end excess mass of earnings may be the same, within-year
behavior is key to understanding how hours constraints shape labor supply responses.
In particular, some workers reach the desired level of cumulative earnings before period
T = 4 and stop working mid-year, although hours constraints prevent bunching exactly
at the kink, illustrated by the triangular shape of the excess mass.10

2.1.3 Analysis for a Flexible Worker with Fixed Costs

Naturally, it may be that there are discrete fixed costs to working. In that case, if a worker
works in period t (ht > 0), in addition to her smooth disutility of work θD(ht) she also
incurs cost θlt ≥ 0. Such fixed costs may lead to mid-year stopping for flexible workers.11

We formalize this result as Proposition 2 in Appendix A.1.
Our crucial observation is that the sufficient condition for stopping mid-year is ex-

tremely similar to the condition given in the case of an explicitly hours-constrained worker,
with the fixed cost of work playing the role of the quitting cost. It is in this sense that a
fixed cost is essentially an implicit hours constraint. Combining our results, flexible work-
ers with sufficiently low marginal disutility of work at 0 and sufficiently low fixed costs of
working find it uniquely optimal to work in every period. Thus, mid-year stopping must
be the result of hours constraints, explicit or implicit.

2.1.4 Extensions

The model makes several simplifying assumptions: no saving, correct specification of the
tax schedule, no random shocks, benefit withholding modeled as a tax, and additively
separable utility u (ct, ht; θ) = u (ct) − θD (ht). We now briefly argue that the key re-

10This triangular or hump-shaped pattern would also occur if workers have a distribution of beliefs of the
kink location that is centered around the true location (see e.g., Kostøl & Myhre, 2021).

11It may be optimal for a worker with fixed costs to stop working strictly below the kink in a mid-year
period in which fixed costs are higher. The key identification assumption is that such seasonal variation in
fixed costs is independent of the timing at which cumulative earnings approach the kink point.
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sult—distinguishing flexible from hours-constrained workers—is robust to relaxing each
assumption, deferring benefit withholding and the more general utility u (ct, ht; θ) to Ap-
pendix A. To simplify the exposition, we return to the no-fixed-costs specification.

Savings. Suppose that workers may save and, for the sake of contraposition, that one
finds it optimal to stop working mid-year. Without loss of generality, we assume that her
stopping point is after her annual income has exceeded K. Given a stock of savings γ ≥ 0,
and letting V(·) denote the worker’s continuation value from carrying the stock of savings
into the next year, the worker solves

max
{ct,}m

t=1,{ ft}m
t=1

m

∑
t=1

δt−1u (ct) + V( fm),

subject to c1 + f1 ≤ γ + x and ct + ft ≤ x + ft−1 for all 2 ≤ t ≤ m. Let c∗1 be part of a
solution to this program. As it is optimal not to work, it must be that working a little bit
and consuming all of it—leaving future behavior unchanged—is suboptimal, i.e.,

w(1 − τ)u′ (c∗1)− θD′(0) ≤ 0,

which is false as long as D′(0) is sufficiently close to 0.

Mis-specification. We extend the framework to allow for misspecified workers, assum-
ing that a fraction α ∈ (0, 1) of workers mistakenly believe the kink in the benefits sched-
ule is instead at some K̂ ̸= K. Crucially, a misspecified worker is unaware of this misper-
ception. Consequently, early in the year (for low t), such a worker behaves similarly to
a correctly specified worker, except that she optimizes based on the incorrect kink. Sup-
pose a worker learns the correct specification upon exceeding the kink: at that point, she
observes a change in the tax, realizes that she is above the kink, and learns its true lo-
cation. Upon being informed of the correct kink—regardless of how the information is
obtained—the worker reoptimizes.

The key question is whether reoptimization can induce a worker to stop working. To
address this, we consider the problem of a worker whose misspecification is corrected.
One possibility is that the worker becomes aware of her misspecification before exceeding
the kink. In this case, her problem is identical to that of a correctly specified worker, with
the only difference being that she has a strictly positive endowment (her accumulated
earnings) and a shorter time horizon (as fewer months remain in the year). The other pos-
sibility is that the worker becomes aware of her misspecification only after exceeding the
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kink. Would she then stop working mid-year? The answer is no, as long as the marginal
disutility of work at zero hours is close to zero. Moreover, following the logic of Lemma
1 in Appendix A.1—which we use in formalizing our main result as Proposition 1—it is
never optimal for a misspecified worker to stop strictly before reaching the kink.

Preference shocks. Finally, extending the framework to include preference shocks, shift-
ing the fixed disutility cost of working throughout the year—for example, due to the pres-
ence of young children or health shocks—is straightforward. This extension is empirically
relevant, as we shall see that many workers quit in any given month. The main assump-
tion we must invoke is that such preference shocks evolve smoothly over time, and are not
correlated with the timing that cumulative earnings enters the vicinity of kinks or notches
in the budget constraints.

2.2 Empirical Methodology and Identification

The theory establishes a relationship between the work decision and the distance from
cumulative income to the kink in the participation tax rate (PTR): the closer a worker is
to the kink, the more likely she is to quit. We operationalize this using a participation
probability function (PPF), pe,t, which gives the probability of working again by year-end,
conditional on working in the current period, as a function of cumulative income. Here, a
cumulative income bin is denoted e at within-year time period t, and the lower and upper
bound of the response region are denoted L and U.

We denote the PPF as a solid line in Figure 2. For illustrative purposes, the endpoints
of the PPF shift rightward over time, reflecting that the support of cumulative earnings
expands as the year progresses. Because few individuals have earned above the annual
kink early in the year, there is little or no distortion to the PPF in the first period. The
distortion becomes visible in the second period and grows into the third as more workers
cross the kink and stop working in response. This distortion creates a response region
around the kink, denoted by the shaded triangle. The PPF in the response regions falls
below the counterfactual PPF, denoted p̃e,t, which captures the expected participation rate
in the absence of the kink and is illustrated by the dashed line. As highlighted in the
preceding section, this distortion of the PPF near the kink must be the result of hours-
constraints, either explicit or implicit.
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Figure 2: Illustration of Missing Mass
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Notes: This figure displays an example of the actual and counterfactual participation probability functions (PPFs) in the bunching
region around the tax kink for period t = 1, t = 2, and t = 3 when T = 4. The actual PPF is denoted by the solid black line and
represents the probability of working in at least one period between t + 1 and T conditional on having worked in t. The counterfactual
PPF is denoted by the dashed black line and represents the estimated conditional probability of working in the absence of the tax kink.
The shaded triangle denotes the response region and the total area of the shaded triangle—the total difference between the actual and
counterfactual PPFs—is the mass of missing work, mt.

Using the counterfactual PPF, the participation response at the kink is identified from
the following expression

∆p = E[pe,t − p̃e,t|e = K],

which in the illustration is equal to the vertical distance between the solid line (actual PPF)
and the dotted line (counterfactual PPF). Similarly, the total amount of missing mass of
work, mt, can be estimated from the response region as the following expression,

mt = −∑U
e=L (pe,t − p̃e,t) Me,t

p̃K,tM̃K,t
,

which is equal to the weighted integral over the shaded triangle, where the weights
are given by the observed frequency Me,t in each cumulative earnings bin, divided by
the counterfactual mass at the kink, p̃K,tM̃K,t as in the standard bunching estimation ap-
proach. The total number of earnings bins in the response region is given by (U − L).

2.2.1 Identifying the Constrained Share of Compliers

Next, we want to understand the distribution of constrained optimizers, relative to the
overall excess mass at the end of the year. The idea of the bunching approach is similar to
the dynamic framework we have presented, but assumes individuals make one decision
of how many hours to supply in a year. As in our framework, there exists a smooth dis-
tribution of the disutility parameter θ, which ensures a smooth distribution of earnings.
Only individuals with initial labor earnings in the range [K, K + ∆z] will find it optimal
to bunch exactly at (or near) the kink in response to the introduction of a new tax bracket
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with marginal tax rate τ. This behavior generates an excess mass of earnings among com-
pliers at the end of the tax period, denoted bT.

We can decompose the role of the participation margin in shaping the excess mass by
estimating the share of hours-constrained compliers, α. We do so by relating the cumula-
tive missing mass to the excess mass in the following way

E[αt | e = K] =
mn,t

bn,T
=

mt

bT
· p̃K,tM̃K,t

ÑK,T
,

where mn,t is the number of missing workers at time t, bn,T is the number of year-
end bunchers, p̃K,tM̃K,t is the counterfactual mass at the kink in period t, and ÑK,T is the
counterfactual frequency of individuals locating their period T earnings at the kink. The
first equality defines αt in levels as the number of missing workers relative to the num-
ber of year-end bunchers. The second equality rewrites this object using the normalized
missing-mass and bunching estimators.

2.2.2 Implementation

We estimate the PPF using a histogram estimator with equally sized bins. The counter-
factual PPF is obtained by fitting a constant and a linear slope to data left of the response
region. Although the theory implies a flat line, our specification allows for a slope. We
then extrapolate linearly from the lower bound of the response region to the kink or the
upper bound. For the year-end excess mass of earnings, we allow a more flexible coun-
terfactual following the polynomial approach of Chetty et al. (2011) to estimate the excess
mass of earnings at year-end.12

Standard errors are obtained by block-bootstrapping over individuals with 500 replica-
tions, keeping all observations of each resampled individual to account for serial correla-
tion. Within each bootstrap sample, we re-estimate all parameters and define the standard

12We follow standard practice and assume a flexible polynomial fitted to the histogram of earn-
ings—excluding the bunching region—which pins down the counterfactual histogram height at the kink
N̂K (see, e.g., Chetty et al., 2011). Specifically, we fit the following function

Nj =
p

∑
i=0

βi
(
zj
)i
+

zU

∑
k=zL

γk1
(
zj = k

)
+ ε j, (2)

where Nj is the number of workers in earnings bin j, zj is the earnings level, zL is the lower bound of
the bunching region—below K, when people face optimization frictions or make forecast errors—and zU

is the upper bound of the bunching region. Both upper and lower bounds can typically be verified by
visual inspection. Flexibly controlling for earnings in this range with the dummies γk1

(
zj = k

)
allows us to

estimate the polynomial function without considering the behavioral response to the kink.
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error as the standard deviation across replications.

2.3 A Reduced Form Approximation of the Participation Elasticity

The estimated participation elasticity reflects a mixture of two types. Workers constrained
by fixed costs or suboptimal hours schedules exhibit a non-zero extensive-margin re-
sponse, while workers who choose hours freely adjust only at the intensive margin (hence,
△p/ p̃ = 0). Consequently, the observed elasticity equals

ε = α · △p/ p̃
△(1 − PTR)/(1 − PTR)

+ (1 − α) · 0, (3)

in which the weight α can be adjusted to account for the prevalence of hours con-
straints. To obtain an elasticity for the population of fully (explicitly or implicitly) con-
strained workers, we divide the “observed” elasticity by the estimated share (α). Another
important issue is that this elasticity only captures hours constraints that are binding from
below—i.e., those who would like fewer hours than their employer can offer.13

3 Policy Environment and Data

This section describes the policy environment and data.

3.1 Policy Environment

Our empirical analysis relies on two institutional features of the Norwegian setting. The
first is the policy environment: The tax system contains multiple annual kinks spanning
the earnings distribution, and the safety net allows eligible workers to combine cash ben-
efits with earned income, subject to sharp benefit offsets. Chetty (2012) shows that large
incentive changes are more likely to induce a response because the welfare cost of ignor-
ing them is high. We therefore begin with Disability Insurance (DI), the largest transfer
program besides retirement pension, which allows recipients to combine benefits with
earned income. The key advantage of this setting is a large kink where marginal tax rates
change by approximately 43 percentage points, at an income level equivalent to about 6
hours of work per week.

13Our approach is unable to speak to the role of having multiple employers to reach a desired amount of
consumption and leisure.
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Disability Insurance and Benefit Offset The Norwegian DI program provides partial
earnings replacement to workers aged 18–67 who cannot work due to a lasting impair-
ment. Like other European DI programs, it distinguishes between full and partial disabil-
ity awards, the latter permitting beneficiaries to use residual work capacity. The working-
age DI recipiency rate has been roughly 10 percent throughout the 2000s, with annual
spending around $10 billion, or 3 percent of GDP (NAV, 2018). Benefits replace about
66 percent of past earnings up to a ceiling.14 Once awarded DI, recipients keep their DI
receipt until the general retirement age, which is 67 years.

Benefits are paid monthly, as in other countries. As in the US system, fully disabled
beneficiaries can earn up to a substantial gainful activity (SGA) threshold without any
reduction in benefits. However, while the US Social Security DI system uses a monthly
earnings threshold, the Norwegian system applies an annual threshold (see, e.g., Kostøl
& Mogstad, 2014 for details). During our sample period, the Norwegian SGA amounts to
$8,000 annually; earnings up to that threshold are subject only to income taxation. Unlike
the US system, which removes all benefits once monthly earnings exceed the threshold,
the Norwegian system phases benefits out gradually. When annual earnings (w) exceed
the annual SGA threshold, benefits are reduced at rate τ for every dollar in gross earnings
above the threshold.15 Exceeding the SGA does not affect DI eligibility; however, if annual
earnings exceed 80 percent of their pre-disability earnings (PDE), DI benefits are not paid
for that year.16 The relationship between earnings and DI benefits (B) can be summarized
as follows, where B0 is the uncapped DI benefits before any reductions:

14The level of DI benefits received is based on an individual’s previous earnings and calculates an indi-
vidual’s average indexed annual earnings (AIE). Past wages are indexed to present wages using a deflator
equal to the average wage growth in the economy. For awards before 2015, years with the lowest earnings
are excluded, and the proportion of income replaced falls with the level of previous earnings. After 2015,
AIE is calculated using the highest average income in three of the last five years prior to disability onset.
Only income up to a ceiling which is slightly higher than the average wage in the population is included in
the calculation of AIE. If AIE is sufficiently low, minimum benefits are provided. The system can also grant
partial awards, allowing beneficiaries to use a larger fraction of their residual work capacity.

15There are two ways in which the benefit phase-out is administered. If individuals expect to earn above
the SGA amount, they can report their year-end earnings expectations directly to the social security admin-
istration (SSA), which leads to immediate adjustments to benefits. This is equivalent to tax withholding.
The other is by ex post adjustments, allowing for implicit borrowing with repayment the following calen-
dar year. Since 2015, employers report income monthly to the SSA, and the DI system starts phasing out
benefits once recipients’ cumulative monthly earnings exceed the annual SGA amount. Before 2015, these
ex post adjustments were made after the DI program received information from the tax authorities, which
was typically around August in the following calendar year.

16Pre-disability earnings (PDE) are defined as the individual’s normal annual full-time earnings prior to
the disability date and are determined by the SSA. For individuals with limited earnings histories, PDE are
set to statutory minimum levels. DI recipients are able to exceed 80 percent of PDE for up to five consecutive
years and keep their DI receipt.
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B =


B0 i f w ≤ SGA

B0 − τ(w − SGA) i f SGA < w ≤ 0.8 · PDE

0 i f w > 0.8 · PDE

(4)

where the implicit tax-rate τ is equal to the replacement rate of DI benefits which is ap-
proximately 66 percent for most recipients. Specifically, τ = B0/PDE. Both earnings and
DI benefits are subject to regular income taxes. Accounting for income taxes, the kink
more than doubles the effective marginal tax from, on average, 35 to 78 percent, where the
individual slope change varies with the replacement rate τ.

Table 1: Kinks in the Income Tax Schedule

Kink point: $6,667 $9,851 $11,789 $27,612 $73,407 $118,080
mtr 25 8.2 23.6 35.2 44.2 47.2
△mtr 25 -16.8 15.4 11.6 9 3

Notes: This table describes the kinks in the schedule of marginal rates for income tax in 2015. The kink locations are reported in the
first row in 2015 dollars (USD/NOK = 7.5). The marginal tax rate which applies to income beginning at the kink point is listed in
the second row, and the change in the marginal tax rate applied to income to the left and right of the kink—in percentage points—is
reported in the third row.

Income Tax Schedule The Norwegian income tax schedule contains several kinks, im-
plying discrete changes in marginal tax rates at specific earnings thresholds. Table 1 sum-
marizes the kink points in the income tax schedule in our sample period and reports the
associated marginal tax rates (MTRs) as well as the change in the MTR at each kink point.
A notable kink occurs at annual earnings of approximately $6,667, where the MTR in-
creases by 25 percentage points. Around $9,851, the MTR falls by 16.8 percentage points,
before increasing again by 15.4 percentage points at $11,789. The income tax schedule
then features additional kink points over a wide range of earnings where MTRs increase
more gradually, with changes ranging from 3 to 11.6 percentage points.

3.2 Data

The second key feature is the monthly administrative data, which cover every employ-
ment relationship—including earnings, contracted hours, hourly wages, and bonuses—and
let us distinguish genuine work stopping from relabeling or self-employment reporting.
Employers report earnings and cash benefits paid, and the data are updated continuously
as new employer files are received. We link these records to monthly files on DI recipients
provided by the SSA—which contain the level of DI benefits, pre-DI earnings (AIE), the
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date of award, whether the award was for partial or full DI benefits, and the age, gender,
and household information of recipients. Finally, we link the sample to Statistics Nor-
way registers on educational attainment, annual earnings, and cash transfers from other
welfare programs.

Table 2: Summary Statistics

A. Workforce B. DI Recipients

Mean SD Mean SD
Column: (1) (2) (3) (4)

Age 41.0 (12.8) 50.0 (11.6)
Fraction female .47 .54

Monthly earnings ($) 5,343 (3,162) 971 (1,247)
Regular pay ($) 3,869 (3,216) 328 (855)
Variable pay ($) 1,062 (1,830) 498 (836)
Fraction regular pay .70 .25
Fraction hourly pay .27 .43
Fraction fee-based/other pay .03 .33

Contracted hours per week 33.4 (12.2) 12.7 (15.3)
Fraction full time .73 .19
Fraction part time .25 .49
Fraction no contracted hours .01 .32

Years of schooling 12.1 (4.1) 10.2 (2.7)

Observations <Individuals> 26,371,841 2,672,063 655,369 47,009

Notes: This table provides summary statistics for the overall population and DI recipients. Panel A reports statistics for the overall
(non-disabled) workforce in 2015, restricted to individuals aged 18–66. Panel B reports statistics for DI recipients with DI receipt in
2015 and full DI award prior to 2015. Age and years of schooling are measured in 2015. Outcome variables in Panel A are measured
in 2015, while outcome variables in Panel B are measured in 2015–2017. Earnings variables are measured in 2015 dollars (NOK/USD
= 7.5).

Table 2 presents summary statistics for the overall workforce (Panel A) and DI recip-
ients (Panel B). Most earnings in the general workforce come from regular pay, while DI
recipients earn primarily through variable income alongside DI cash benefits. DI recipi-
ents are also older and less educated than the general workforce.

An important feature of the Norwegian administrative data is that all income compo-
nents except self-employment income are third-party reported (e.g., by employers and fi-
nancial intermediaries). We restrict attention to employment income to avoid self-employment
income, which is reported only annually. Coverage and reliability are rated as exceptional
by international assessments (see, e.g., Atkinson et al., 1995). Since administrative data
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are a matter of public record, there is no attrition due to non-response or non-consent by
individuals or firms, and individuals can only exit these datasets due to natural attrition
(i.e., death or out-migration).

4 Evidence

This section asks whether the data exhibit the stopping behavior implied by the model
and, if so, how much of the year-end response it explains. We first study the DI kink,
where the theory has its best chance of succeeding, and then turn to the income-tax sched-
ule as an external-validity check.

4.1 Responses to the Benefit Offset Kink

We begin with the DI system, where the benefit offset kink is large and salient. The sam-
ple includes all DI recipients with some labor income who receive full benefits at the
start of 2015.17 We study responses to the kink at $8,000, and measure outcomes during
2015–2017.

4.1.1 Participation Responses

A virtue of our approach is that the conditional work probabilities can be plotted directly.
The theory predicts that missing mass around the kink signals hours constraints limit-
ing responses to tax incentives. We test this by estimating the PPF for each month: the
fraction of workers active in a given month who work again before year-end, as a func-
tion of cumulative earnings through that month. Figure 3 plots these probabilities with
solid black lines. We estimate counterfactual work probabilities in each bin using linear
extrapolation of the observations to the left of the excluded region and plot the fitted PPF
using dashed lines. In the background, we plot the cumulative earnings distributions us-
ing solid blue lines, along with the counterfactual earnings distribution using a dashed
blue line. The counterfactual earnings distribution is estimated using a seventh-degree
polynomial, omitting bins in the excluded region indicated by the vertical dashed lines.

17These restrictions are due to a lack of information on the exact location of the kink among the partially
disabled and because recipients awarded benefits after this date faced a different set of work incentives.
Additionally, we exclude awards from after 2015—as they were subject to a kink of about $5,000—and those
aged above 66—due to eligibility for old-age retirement benefits beginning at age 67.
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Figure 3: Missing Mass by Month
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Notes: These figures display the observed cumulative earnings distributions for the sample of DI recipients and fitted counterfactual
distributions using a 7th degree polynomial as described in Equation 2 for each calendar month (left axes). The figures further display
the observed fractions of recipients who work by the end of the calendar year (p) for each earnings bin (using a binwidth of $267 =
2,000 NOK) and the estimated counterfactual probabilities (p̃) estimated by a linear extrapolation (i = 1) using observations to the left
of the kink as described in Equation 2 (right axes). The figure for December uses work by the end of the following calendar year as its
outcome, following otherwise identical calculations. Missing work (m) is defined as the total weighted difference between p and p̃ in
the excluded region around the kink relative to p̃ at the kink, and is weighted by the estimated counterfactual frequency. The excluded
region is indicated by the dashed vertical lines. Missing work frequency (mn) is defined as the total weighted difference between p
and p̃ in the excluded region, weighted by the estimated counterfactual frequency. △p is defined as the difference between p and p̃ at
the $8,000 kink. For the full details of the estimated parameters, see Section 2.2. The sample consists of DI recipients aged 18–66 who
receive full (100 percent) benefits, have some labor market earnings during the calendar year, and who were awarded DI before 2015.
Standard errors (in parentheses) are calculated by bootstrap using 500 replications.

As seen in the top row of Figure 3, very few individuals have earnings close to the
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annual $8,000 kink in the first months. Moreover, we see that the PPF estimates are noisy,
particularly for cumulative earnings above the kink. In each figure, we report the missing
mass, the corresponding frequency of individuals stopping work, and the change in par-
ticipation rates at the kink, with bootstrapped standard errors in parentheses. Appendix
Figure OA.1 reports the dynamics of point estimates with 95 percent confidence bands.
The missing mass and quitting behavior are not statistically significantly different from
zero in the first four months.

From May onward, the pattern becomes economically and statistically clear. Recipi-
ents whose cumulative earnings are near the kink are significantly less likely to continue
working than those below or above it, indicating that the annual work incentives induce
some recipients to stop as their cumulative earnings approach $8,000. The gap widens
later in the year, making this the paper’s cleanest evidence of a within-year stopping re-
sponse.

The participation response is small and borderline insignificant through April. From
May onward, the fraction who stop when earnings are near $8,000 rises steadily, reaching
approximately 0.25 by November. In December—when there are no remaining months
in which to work—we instead compute the share of individuals who work again by the
end of the following calendar year as a function of cumulative income in the current year.
This serves as a placebo test and confirms that the temporary incentive to stop working is
driving the participation response, rather than unobserved characteristics of individuals
with earnings near the kink.

Aggregating these monthly responses to an annual equivalent requires addressing two
issues. First, some workers may quit and restart multiple times within a year. Second,
naively pooling all monthly observations would double-count individuals who stop at
the kink mid-year and do not resume until January, potentially biasing the missing mass
upward.

We address this by using only the last observation for each individual (through Novem-
ber) if they work in multiple months. This captures the individual’s final optimization de-
cision within the year and ensures that each person is counted once. We report our main
findings of annualized participation responses in Figure 4. Panel (a) shows the observed
and counterfactual cumulative earnings distributions (solid blue and dashed lines) along-
side the observed and counterfactual continuation probabilities (solid and dashed black
lines). There are clear signs of extensive-margin responses: Recipients with cumulative
earnings near the kink are markedly less likely to continue working than those below or
above it. The estimated missing mass is 2.35—meaning that the total missing work near
the kink corresponds to 2.35 times the counterfactual work probability at the kink—and
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roughly 1,869 individuals stop working due to the benefit offset.

Figure 4: Missing Mass of Work and Excess Mass of Earnings at DI Benefit Kink
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(a) Missing Mass
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(b) Year-End Excess Mass
Notes: Figure (a) displays the observed cumulative earnings distribution for the sample of DI recipients and a fitted counterfactual
using a 7th degree polynomial as described in Equation 2 (left axis). The figure further displays the observed fraction of recipients who
work by the end of the calendar year (p) for each earnings bin (using a binwidth of $267 = 2,000 NOK) and the estimated counterfactual
probability (p̃ ) estimated by a linear extrapolation (i = 1) using observations to the left of the kink as described in Equation 2 (right
axis). Missing work (m) is defined as the total weighted difference between p and p̃ in the excluded region around the kink relative
to the weighted counterfactual p̃ at the kink. The excluded region is indicated by the dashed vertical lines. Missing work frequency
(mn) is defined as the total weighted difference between p and p̃ in the excluded region. △p is defined as the difference between p
and p̃ at the $8,000 kink. Figure (b) displays the observed year-end earnings distribution and a fitted counterfactual using a 7th degree
polynomial as described in Equation 2 (left axis). Year-end bunching (b12) is defined as the total difference between the observed and
counterfactual distribution in the excluded region around the kink relative to the counterfactual at the kink. Similarly, the number of
year-end bunchers (bn,12) is defined as the total difference between the observed and counterfactual distribution in the excluded region.
For the full details of the estimated parameters, see Section 2.2. The sample consists of DI recipients aged 18–66 who receive full (100
percent) benefits, have some labor market earnings during the calendar year, and who were awarded DI before 2015. Standard errors
(in parentheses) are calculated by bootstrap using 500 replications.

Panel A of Table 3 reports the estimated participation responses and implied elasticity.
Relative to the counterfactual continuation probability of 0.74, the decline corresponds
to a 50 percent drop in participation at the kink, yielding a participation elasticity of ap-
proximately 0.80 with respect to the net-of-tax participation rate. The estimates are highly
significant, indicating large extensive-margin responses to the benefit offset.

Panel B fits a flexible polynomial to the observed continuation rate, omitting the ex-
cluded region. The results are robust: The estimated participation response at the kink is
0.35 and the implied elasticity is 0.78.

Panel C examines whether the results are driven by permanent labor force exits. Re-
stricting the sample to individuals employed in the subsequent year (using data through
2017, limited to 2015–2016 observations), the participation response is 0.44—larger than
the baseline of 0.39—indicating that the estimates are not disproportionately driven by
permanent exits.
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Table 3: Estimates of the Labor Force Participation Elasticity

Extensive margin Labor force Participation
response (△p) participation (p̃) elasticity (ϵ) Obs

Column: (1) (2) (3) (4) (5) (6) (7)

A: Work by end of year (2015–2017) -.37 (.02) .74 (.02) .80 (.03) 93,975

B: Specification checks
i) Fitted polynomial -.35 (.02) .72 (.01) .78 (.03) 93,975

C: Work by end of year (2015–2016) -.39 (.02) .75 (.02) .84 (.04) 68,288
i) Working next year -.44 (.02) .82 (.02) .85 (.03) 50,791

a) In same firm -.45 (.02) .84 (.02) .86 (.03) 46,162
b) In different firm -.36 (.06) .77 (.04) .76 (.09) 10,573

ii) Not working next year -.20 (.05) .32 (.04) .98 (.15) 17,497

Notes: This table displays estimates of labor force participation responses (△p) and the corresponding participation elasticity wrt.
the (net-of) participation tax rate (ϵ). △p is defined as the difference between the observed probability of working by the end of the
calendar year (p) and the estimated counterfactual probability (p̃) at the $8,000 kink. The participation elasticity (ϵ) is the elasticity
of labor force participation wrt. the (net-of) participation tax rate as defined in Equation 3. In Panels A and C, p̃ is estimated by a
linear extrapolation (i = 1) using observations to the left of the kink. In Panel B, p̃ is estimated by a flexible polynomial as described
in Equation 2 using a 7th degree polynomial. The sample consists of DI recipients aged 18–66 who receive full (100 percent) benefits,
have some labor market earnings during the calendar year, and who were awarded DI before 2015. Standard errors (in parentheses)
are calculated by bootstrap using 500 replications.

The next rows show that the response is similar for workers who return to the same
firm but somewhat lower for firm-switchers, consistent with lower adjustment costs for
the latter group. Workers who do not return to employment the following year show a
smaller participation response (approximately 0.20), consistent with higher quitting costs.
However, their baseline participation rate is also much lower (0.32), reflecting weak labor
force attachment, which mechanically yields a higher implied elasticity.

4.1.2 Population Shares

Next, we relate our estimates of missing mass to the year-end excess mass of earnings
around the kink. We find clear evidence of bunching at the kink by the end of the cal-
endar year. Panel (b) in Figure 4 displays the observed year-end earnings distribution
around the kink and the estimated counterfactual probability function, which is estimated
using a seventh-degree polynomial, omitting observations in the excluded region. More-
over, we estimate that the excess mass is 2.79, meaning that there are almost three times
as many excess individuals with earnings at (or just around) the kink as predicted by
the polynomial function (i.e., almost four times the total predicted mass). This estimate
is bootstrapped 500 times, and the standard error shows that the excess mass is highly
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significant. Weighted by the frequency in the bin, the excess mass amounts to 3,151 indi-
viduals. By combining this with our estimate of the number of “missing workers” from
Panel (a), we find that the share of constrained individuals is 1,869/3,151 = 0.59, with a
standard error of approximately 0.12. Our estimates indicate that more than half of the
excess mass of earnings is due to an extensive margin response, rather than an intensive
margin response.

Table 4: Missing Mass and Prevalence of Hours Constraints: Kink in DI Program ($8,000)

Missing Year-end Fraction hours
mass (m) bunching (b12) constrained (α) Obs

Column: (1) (2) (3) (4) (5) (6) (7)

A: Baseline (2015–2017) 2.35 (.25) 2.79 (.13) .59 (.12) 93,975

B: Working next year (2015–2016) 2.88 (.23) 2.93 (.17) .77 (.12) 50,791
i) In same firm 2.91 (.22) 3.01 (.17) .78 (.12) 46,162
ii) In different firm 3.00 (.62) 2.09 (.34) 1.02 (.44) 10,573

Notes: This table displays the estimated missing work, year-end bunching, and fraction hours-constrained for the sample of DI recip-
ients. Missing work (m) is defined as the total weighted difference between p and p̃ in the excluded region around the kink relative
to the weighted counterfactual p̃ at the kink. △p is defined as the difference between p and p̃ at the $8,000 kink. Year-end bunching
(b12) is defined as the total difference between the observed and counterfactual year-end earnings distribution in the excluded region
around the kink relative to the estimated counterfactual at the kink. Fraction hours constrained (α) is defined as the fraction of missing
man-months (mn) relative to the number of year-end bunchers (bn,12). For the full details of the estimated parameters, see Section
2.2. The sample consists of DI recipients aged 18–66 who receive full (100 percent) benefits, have some labor market earnings during
the calendar year, and who were awarded DI before 2015. Standard errors (in parentheses) are calculated by bootstrap using 500
replications.

Table 4 reports our estimates of missing mass and the fraction of hours-constrained
workers. Panel A presents the baseline estimates shown in Figure 4, with our baseline es-
timate of the fraction of hours-constrained workers at 59 percent. We report the estimated
frequencies in Appendix Table OA.1.

The estimates remain robust when restricting the sample to individuals who only tem-
porarily stop working at the same firm, as shown in row (i) of Panel B. Consistent with
theory, we find that quitting work and starting at a new firm the following year is associ-
ated with more binding hours constraints. As shown in row (ii) of Panel B, our estimate
is effectively 100 percent, though we note that these estimates are considerably noisier.
We also estimate a higher fraction of hours-constrained workers—approximately 77 per-
cent—when conditioning on workers who remain in the labor force in the following year,
suggesting that the responses are indeed driven by individuals who temporarily exit the
labor market rather than those who leave permanently.

Overall, our evidence shows that the extensive margin is important among marginally
attached workers. The substantial missing mass in the earnings distribution, combined
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with high estimates of the fraction of hours-constrained workers, suggests that many in-
dividuals stop working mid-year in response to the strong benefit offset incentive and
inflexible work arrangements.

4.1.3 Robustness

We first verify that our findings are robust to alternative specifications of the counterfac-
tual participation rate. We start by showing that our estimates are quantitatively similar
when using a flexible polynomial (omitting observations in the excluded region) to esti-
mate the counterfactual labor force participation rate. We report these findings together
with the baseline specification in Appendix Figure OA.2. Next, we change the number of
bins we use to the left of the excluded region using the linear extrapolation method. This
exercise allows the slope of the counterfactual probability and the estimated responses to
differ. The results are reported in Panel (a) of Figure 5. Reassuringly, the estimates are
similar. Panel (b) shows that our estimates also remain quantitatively similar if we use the
polynomial method and change the order of the polynomial used to fit the counterfactual
PPF.

Figure 5: Sensitivity to Counterfactual Specification in Missing Mass Estimation
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(a) Linear Extrapolation: Sensitivity
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(b) Polynomial Method: Sensitivity
Notes: Figure (a) displays the estimated missing work (m) for the sample of DI recipients where the counterfactual labor force partici-
pation (p̃) is estimated by a linear extrapolation (i = 1) as described in Equation 2 by using different numbers of bins to the left of the
kink to estimate p̃ (indicated by the horizontal axis). The red vertical line indicates our main specification using 10 bins to the left of the
kink to estimate p̃. Similarly, Figure (b) displays the difference between observed labor force participation (p) and an estimated coun-
terfactual p̃ which is estimated by a n-th degree polynomial omitting bins in the excluded region as described in Equation 2, where the
degree of the polynomial (n) is indicated by the horizontal axis. The dashed horizontal line indicates our main specification using a 7th
degree polynomial to estimate p̃. Both specifications use a 7th degree polynomial to estimate the counterfactual cumulative earnings
density (in order to estimate m). For full details of the estimated parameters, see Section 2.2. The sample consists of DI recipients aged
18–66 who receive full (100 percent) benefits, have some labor market earnings during the calendar year, and who were awarded DI
before 2015. Standard errors (indicated by the dashed lines and vertical bars) are calculated by bootstrap using 500 replications.

We also assess the sensitivity of estimates of the excess mass of year-end bunching.
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In Panel (a) of Appendix Figure OA.3, we show that estimates fluctuate between 2 and 4
when we change the order of the polynomial used to estimate the counterfactual density
of year-end cumulative earnings. However, our estimate of the fraction of hours con-
strained workers (α) are qualitatively similar when varying the other orders of polynomi-
als as shown in Panel (b), with point estimates ranging between about 0.45–0.75. While
these estimates are not statistically significant different from each other, all estimates re-
main significantly different from zero.

Next we evaluate how differential stopping behavior throughout the year may influ-
ence our results. First, some individuals may engage in intermittent employment through-
out the year. It is important to note that our approach is agnostic to such stop-start behav-
ior; the key consideration is whether the stopping rate increases as cumulative income en-
ters the response region. Second, some individuals may prefer to start working in Febru-
ary and continue until December, rather than begin in January and stop in December. Such
behavior may be rationalized by calendar-month variation in quitting costs—for example,
if it is easier to find a job starting in February than in January. While our PPF approach is
unable to capture this behavior, this limitation does not introduce bias into our estimates
of the participation response. However, it may imply that we are underestimating the
share of individuals facing hours constraints.

4.2 Worker and Firm Heterogeneity

We next examine heterogeneity among marginally attached workers. Table 5 reports the
participation elasticity, missing mass, excess mass, and the implied fraction of hours-
constrained workers for different subgroups. The participation elasticity is substantially
larger among older workers than younger ones, consistent with younger workers facing
higher career costs of quitting.

Differences across other subgroups are less stark. There are no significant differences
by educational attainment or type of work, although the estimates suggest women are less
likely to face hours constraints—possibly because fixed costs of work are a more impor-
tant barrier for them, consistent with evidence that women experience greater workplace
flexibility (e.g., Goldin, 2014). We also find some evidence that the response is larger in
smaller firms, possibly because larger firms offer more flexibility or career opportunities,
raising the cost of quitting.
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Table 5: Heterogeneity in Missing Mass

Participation Missing Year-end Fraction hours
elasticity (ϵ) Mass (m) bunching (b12) constrained (α) Obs

Column: (1) (2) (3) (4) (5) (6) (7) (8) (9)

All working DI recipients .80 (.03) 2.35 (.25) 2.79 (.13) .59 (.12) 93,975

Age 18–49 .57 (.05) 1.14 (.28) 1.08 (.19) .76 (.40) 35,128
Age 50–66 .89 (.04) 3.00 (.31) 3.73 (.19) .56 (.12) 58,847

Male .85 (.04) 2.58 (.29) 2.72 (.16) .64 (.14) 43,748
Female .75 (.05) 2.12 (.34) 2.86 (.18) .55 (.16) 50,227

No high school .78 (.05) 2.21 (.26) 2.22 (.20) .71 (.17) 48,771
High school or more .83 (.04) 2.57 (.34) 3.41 (.18) .53 (.13) 45,204

Regular pay .79 (.05) 2.02 (.35) 3.01 (.26) .59 (.19) 20,459
Some variable pay .80 (.04) 2.75 (.33) 3.01 (.18) .59 (.13) 60,666

Firm characteristics:
% full-time work: > median .87 (.04) 3.23 (.31) 3.52 (.21) .67 (.14) 46,988
% full-time work: < median .70 (.05) 1.43 (.31) 2.06 (.20) .48 (.17) 46,987
N employees: ≤ 20 .91 (.04) 3.20 (.43) 4.30 (.21) .53 (.14) 34,649
N employees: 21–100 .71 (.06) 1.90 (.32) 1.31 (.22) 1.06 (.42) 33,791
N employees: >100 .66 (.07) 1.84 (.44) 2.08 (.25) .63 (.27) 25,535

Notes: This table displays estimated missing work, year-end bunching, and the fraction hours constrained for different subgroups of
DI recipients. For the full details of the estimated parameters, see Section 2.2. The sample consists of DI recipients aged 18–66 who
receive full (100 percent) benefits, have some labor market earnings during the calendar year, and who were awarded DI before 2015.
Standard errors (in parentheses) are calculated by bootstrap using 500 replications.

Implied Elasticity of Intertemporal Substitution. Having established a strong partici-
pation response and that roughly half of compliers face hours constraints, we compute the
elasticity in the limiting case where all workers are constrained. Dividing the participa-
tion elasticity by the fraction constrained yields an elasticity of 1.35 for the overall sample.
If workers are fully aware of the kink location, this estimate can be interpreted as an in-
tertemporal substitution elasticity; if some workers are inattentive, it is a lower bound.
This interpretation is consistent with the finding that most workers return to work the
following year. The implied elasticity varies across groups: It is higher for older workers,
those with at least a high school diploma, and workers in smaller firms.
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Figure 6: Graphical Representation of Hours Constraints: First Tax Kink ($6,667)

N�������	����

NO������	��


∆Q��������	����


�
��

��
��

��
�

'S
BD
UJP
O�
X
PS
LJ
OH
�C
Z�
FO
E�
PG
�Z
FB
S

�
��
��
�

'S
FR
VF
OD
Z

� ���� ���� ���� ���� ����� ����� ����� �����
$VNVMBUJWF�FBSOJOHT�	�


(a) Missing Mass
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(b) Year-End Bunching (bT)
Notes: Figure (a) displays the observed cumulative earnings distribution for the workforce sample (non-DI) and a fitted counterfactual
using a 7th degree polynomial as described in Equation 2 (left axis). The figure further displays the observed fraction of workers who
work by the end of the calendar year (p) for each earnings bin (using a binwidth of $133 = 1,000 NOK) and the estimated counterfactual
probability (p̂) estimated by a linear extrapolation (i = 1) using observations to the left of the kink as described in Equation 2 (right axis).
Missing work (m) is defined as the total weighted difference between p and p̂ in the excluded region around the $6,667 kink relative
to p̂ at the kink, and is weighted by the estimated counterfactual frequency. The excluded region is indicated by the dashed vertical
lines. Missing work frequency (mn) is defined as the total weighted difference between p and p̂ in the excluded region, weighted by
the estimated counterfactual frequency. △p is defined as the difference between p and p̂ at the $6,667 kink. Figure (b) displays the
observed year-end earnings distribution and a fitted counterfactual using a 7th degree polynomial as described in Equation 2 (left
axis). Year-end bunching (b12) is defined as the total difference between the observed and counterfactual distribution in the excluded
region around the $6,667 kink relative to the counterfactual at the kink. Similarly, the number of year-end bunchers (bn,12) is defined as
the total difference between the observed and counterfactual distribution in the excluded region. In both figures, the red dashed lines
indicate (other) kinks in the income tax schedule at $9,851 and $11,789, respectively. For the full details of the estimated parameters,
see Section 2.2. The sample consists of the overall workforce (non-DI) aged 18–66 years with some labor market earnings in 2015.
Earnings at round numbers in multiples of 1,000 NOK are excluded. Standard errors (in parentheses) are calculated by bootstrap using
500 replications.

4.3 Responses to Kinks in the Income Tax Schedule

We now turn to the income tax system, presenting evidence across the full range of kinks
in 2015—from the bottom to the top of the earnings distribution, with marginal tax changes
ranging from 3 to 25 percentage points. This exercise is best viewed as a scope test of the
mechanism rather than as a second headline result. Figure 6 plots the PPF in Panel (a) and
the year-end earnings distribution in Panel (b) for the lowest kink. The counterfactual is
estimated as before using a linear trend, excluding the three bins closest to the kink.

At the lowest kink, at $6,667, we find evidence of some missing mass of work. As
illustrated by Panel (a) of Figure 6, about 5 percent stop working at the kink. Relating
this to the height of the counterfactual distribution at the kink, we estimate an unadjusted
participation elasticity of about 0.2. This estimate is reported in the first row of Table 6.

Panel (b) of Figure 6 shows the year-end earnings distribution and the estimated ex-
cess mass. Combining the missing and excess mass implies that roughly 43 percent of
individuals at this kink are hours-constrained. Dividing the participation elasticity of 0.2
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by 0.43 yields an elasticity of 0.47 in the limiting case where all workers are constrained.
This is somewhat higher than the estimate of Card & Hyslop (2005) for Canadian welfare
recipients, though they consider extensive-margin decisions over a longer time horizon
than in our setting.

Table 6: Estimates From The Tax System

Participation Missing Year-end
mtr △mtr elasticity (ϵ) mass (m) bunching (b12)

Column: (1) (2) (3) (4) (5) (6) (7) (8)

Kink point:
$6,667 25 25 .20 (.06) .082 (.029) .115 (.024)
$9,851 8.2 -16.8 -.08 (.06) .020 (.023) -.059 (.024)
$11,789 23.6 15.4 .01 (.09) .017 (.027) .043 (.025)
$27,612 35.2 11.6 -.05 (.06) -.001 (.019) .009 (.028)
$73,407 44.2 9 .06 (.02) .016 (.006) .021 (.023)
$118,080 47.2 3 -.12 (.11) -.008 (.012) .142 (.055)

Placebo kinks:
100,000 NOK 23.6 0 -.020 (.010) .001 (.029) -.010 (.025)
150,000 NOK 23.6 0 .016 (.007) .000 (.024) .087 (.027)
200,000 NOK 23.6 0 .010 (.008) -.025 (.020) .016 (.030)

Notes: This table displays the estimated participation elasticity, missing work, and year-end bunching for the workforce-sample (non-
DI) for each kink in the income tax schedule and a set of placebo kinks. The participation elasticity (ϵ) is the elasticity of labor force
participation wrt. the (net-of) participation tax rate as defined in Equation 3. Missing work (m) is defined as the total weighted
difference between p and p̃ in the excluded region around each kink point relative to p̃ at the kink, and is weighted by the estimated
counterfactual cumulative earnings frequency. Year-end bunching (b12) is defined as the total difference between the observed and
counterfactual year-end earnings distribution in the excluded region around each kink relative to the estimated counterfactual at the
kink. For the full details of the estimated parameters, see Section 2.2. The sample consists of the overall workforce (non-DI) aged 18–66
years with some labor market earnings in 2015. Earnings at round numbers in multiples of 1,000 NOK are excluded. Standard errors
(in parentheses) are calculated by bootstrap using 500 replications.

Turning to the remaining kinks of the tax system, we plot the participation probability
and year-end earnings distribution in Appendix Figure OA.4 and report our findings in
Table 6. We find that there are less clear patterns of missing mass of work or excess mass
in earnings at the three intermediate kinks between $9,851 and $27,612. At the fifth, or
second-highest, kink at $73,407, the fraction continuing to work is nearly flat across the
kink, suggesting that the counterfactual can be estimated by fitting a straight line from
either side. Comparing the observed drop at the kink to this fitted counterfactual, we find
some evidence of missing mass. Although both the missing mass and participation effects
are small, they are statistically distinguishable from zero. However, noisy estimates of
excess bunching in year-end earnings limit our ability to draw strong conclusions about
the overall prevalence of hours constraints. Taken together, the estimates support the view

29



that career concerns are more salient across much of the earnings distribution, and that the
cost of quitting outweighs the cost of not optimizing.

5 Conclusion

In this paper, we study whether annual tax incentives generate within-year stopping re-
sponses when workers cannot smoothly adjust hours. We develop a theoretical frame-
work showing that binding hours constraints—whether explicit or implicit—can induce
mid-year employment exits as cumulative taxable income enters a higher tax bracket. The
conceptual contribution is that monthly participation data can distinguish this stopping
mechanism from a standard smooth-hours response to the same annual incentive.

We develop a nonparametric approach to identify within-year participation responses
using monthly work decisions and cumulative income. Applied to annual tax kinks in
the Norwegian tax and transfer system, the strongest evidence comes from DI recipients,
for whom we estimate a participation elasticity of 0.8 and find that approximately 60%
of optimizers are constrained. We also find suggestive evidence that these responses are
larger among workers in small firms and older workers. Outside that setting, broader tax
variation yields much smaller and less precise responses, so we view this paper’s main
empirical contribution as documenting the mechanism where incentives are large and
labor-force attachment is weak.

More broadly, the results highlight the value of monthly data for understanding how
annual incentives affect the timing of work decisions within the year. They also sug-
gest that within-year participation responses are most likely to matter in environments
with large incentives and workers whose labor supply is organized around lumpy work
choices rather than smooth hour-by-hour adjustment.
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Appendix A: Theory

This appendix provides proofs and extensions of the benchmark theory in the main text.

A.1 Proof

Proposition 1. If a flexible worker’s marginal disutility of work at 0, D′(0), is sufficiently low,
and there are no fixed costs, it is uniquely optimal to work in every period.

Proposition 1 follows from two lemmas.

Lemma 1. If her total earnings hit strictly below the kink, it is optimal for the flexible worker to
work every month.

Proof. If total earnings hit strictly below the kink, a necessary condition at the optimum is

δt−1 [wu′ (htw + x)− θD′ (ht)
]
= 0,

which is time invariant (as we can just divide out by the discount factor). Accordingly, if
total earnings hit strictly below the kink, it is optimal for the worker to work all year.

Lemma 2. If a flexible worker’s total earnings hit above the kink, it is optimal to stop mid-year
only if her marginal disutility of work at 0, D′(0), is strictly positive.

Proof. There are two cases. First, let a flexible worker’s total earnings hit the kink exactly,
i.e., w ∑T

i=1 hi = K. We will show that ht > 0 for all t. Suppose for the sake of contradiction
not: Suppose first there exists some t and t′ > t such that ht = 0 but ht′ = h > 0. We
perturb the worker’s payoff as follows. The derivative of

u (htw + x)− θD (ht) + δt′−t [u ((h − ht)w + x)− θD (h − ht)] ,

with respect to ht, evaluated at ht = 0, is

wu′ (x)− θD′ (0)− δt′−t [wu′ (hw + x)− θD′ (h)
]
> 0,

provided D′(0) is sufficiently low, contradicting the optimality of ht = 0. Second, suppose
there exists some t’ such that ht = 0 for all t > t′. Pick an arbitrary t > t′. The derivative
of

u (htw (1 − τ) + x)− θD (ht) ,
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with respect to ht, evaluated at ht = 0, is

w(1 − τ)u′ (x)− θD′ (0) > 0,

provided D′(0) is sufficiently low, contradicting the optimality of ht = 0.
The second case is that in which a flexible worker’s total earnings strictly exceed the

kink. Let s (s ∈ {0, . . . , T − 1}) denote the last period before earnings strictly exceed the
kink:

s := max

{
t ∈ {0, . . . , T − 1} : w

t

∑
i=1

hi ≤ K

}
.

By an identical perturbation argument as above, and by the definition of s, it must be the
case that ht > 0 for all t ≤ s + 1. But then the derivative of the objective with respect to ht

for any t ≥ s + 2, evaluated at ht = 0, is

δt−1 (w (1 − τ) u′ (x)− θD′ (0)
)

,

which is weakly less than 0 if and only if

θD′ (0) ≥ w (1 − τ) u′ (x) .

As the right hand side of this inequality is strictly positive, the result follows.

Let h∗ be the unique solution to

wu′ (h∗w + x)− θD′ (h∗) = 0.

Then,

Proposition 2. If there exists t < T such that wth∗ ≤ K − wh∗ and u (h∗w + x)− θD (h∗)−
θlt′ ≤ u (x) for all t′ > t, then it is optimal to stop mid-year. If u (h∗w + x)− θD (h∗)− θlT <

u (x), it is uniquely optimal to stop mid-year

Proof. The worker’s utility from working in the final period is bounded above by

u (h∗w + x)− θD (h∗)− θlT ≤
(<)

u (x) ,

by assumption. Thus, it is (uniquely) optimal to stop in period T − 1 or earlier.
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A.2 Benefits Reduction

In the text, we remarked that there is little qualitative difference between a tax and a bene-
fits reduction. We now elaborate on this comment. We assume that the tax is implemented
via reduction in future benefits as follows. Let the worker be eligible for a nominal annual
benefit of Tx, and let

• yt = ∑t
i=1 hiw denote cumulative labor income through period t,

• xt denote the benefit paid in period t,

• Xt denote cumulative benefits paid through t,

• K denote the maximum cumulative labor income before benefit reduction begins,
and

• τ ∈ (0, 1) denote the claw-back rate applied to income above K.

Define the allowable annual income at time t, At:

At =

yt + Tx, if yt ≤ K

K + Tx + (yt − K)(1 − τ), if K < yt
.

For all j ≥ t, given cumulative benefits paid up to that point, Xt−1, the per-period benefit
xj is

xj =
At − yt − Xt−1

T − t + 1
.

Observe that for all t such that yt ≤ K, xt = x. Moreover, it is easy to see that when
viewing the tax and benefits schedule from an annual perspective, this setup is identical
to that in the text. However, there are subtle differences in our model with month-by-
month labor supply decisions. In particular, the direct tax takes place “instantaneously”,
whereas the benefit reduction is spread out over the subsequent months. This, of course,
only makes it more attractive for a flexible worker to work every period as this spreading
diminishes the effective penalty to working (due to the concavity of the utility function
and impatience).

It is clear that, for a flexible worker, Lemma 1 still holds exactly (the tax and benefits-
reduction specifications are identical below the kink). There is also an analog of Lemma
2:

Lemma 3. If a flexible worker’s total earnings hit above the kink and her marginal disutility of
work at 0 is 0 (or sufficiently low), it is never optimal for her to stop mid-year.
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Proof. It is sufficient to prove that the result holds under the condition

D′(0) <
w(1 − τ)u′(x)

θT
,

which, in particular, covers the case D′(0) = 0. Suppose for the sake of contradiction that
hr = 0 for some r, even though yT > K.

First, consider the case where hr = 0 and yr−1 < K (i.e., the zero-work period is before
cumulative income hits the kink). Since yT > K, there exists some j > r with hj > 0;
specifically, let j := min {i > r : hi > 0}. Choose ε̄ > 0 such that ε̄ < hj and yr−1 + wε̄ < K.
For ε ∈ (0, ε̄), define

hε
r = ε, hε

j = hj − ε, and hε
i = hi for i /∈ {r, j} .

That is, we simply reallocate ε hours of labor from period j to r.
Observe that hε

i = 0 for i = r+ 1, . . . , j− 1, so yε
i = yr−1 +wε < K for all i = r, . . . , j− 1.

Accordingly, xε
i = x for all i = r, . . . , j − 1. Moreover, yε

j = yj, and because Xε
j−1 = Xj−1,

we have xε
j = xj, hence Xε

j = Xj. Thus, the worker’s continuation utility from period j + 1
onward is unchanged. The right derivative of the worker’s value at ε = 0 is

dU
dε

∣∣∣∣
ε=0+

= δr−1 [wu′(x)− θD′(0)
]
− δj−1 [wu′(cj)− θD′(hj)

]
,

where cj := hjw + xj. Next, we prove that the consumption in the period where work
resumes, cj, exceeds the consumption in the period where no work occurs (i.e., the per-
period benefit before cumulative income exceeds the kink, x).

Claim 1. cj > x.

Proof. If yj ≤ K, then xj = x and cj = x + hjw > x. If yj > K, then yj−1 < K implies
Xj−1 = (j − 1)x, so

xj = x −
τ(yj − K)
T − j + 1

,

and, therefore,

cj = x + hjw −
τ(yj − K)
T − j + 1

> x,

because yj − K < hjw and τ < 1.

As cj > x, u′(x) ≥ u′(cj). Since hj > 0 and D is strictly convex, D′(hj) > D′(0).
Moreover, our assumed bound on D′(0) is sufficient to ensure that wu′(x)− θD′(0) > 0.
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Therefore

dU
dε

∣∣∣∣
ε=0+

=
(

δr−1 − δj−1
) [

wu′(x)− θD′(0)
]
+ δj−1 [w (u′(x)− u′(cj)

)
+ θ

(
D′(hj)− D′(0)

)]
> 0,

a contradiction. We conclude that the zero-work period cannot occur with yr−1 < K.
It remains to rule out zero-work periods with yr−1 ≥ K. To do so, we will make

repeated use of the following observation:

Claim 2. Take any period s with ys−1 ≥ K. If ys−1 > K, then for any local perturbation of
hs,

∂xi
∂hs

= − τw
T−s+1 for all i = s, . . . , T.1

Proof. For i = s, this follows directly from the above-kink formula for xs. If it holds up to
some i ≥ s, then

∂Xi

∂hs
= −(i − s + 1)

τw
T − s + 1

,

and since
xi+1 =

Tx − τ(yi+1 − K)− Xi

T − i
,

we obtain
∂xi+1

∂hs
=

−τw − ∂Xi
∂hs

T − i
= − τw

T − s + 1
.

Suppose first that hi = 0 for all i ≥ t for some t with yt−1 ≥ K, and let n := T − t + 1.
Directly,

∂U
∂ht

∣∣∣∣
ht=0+

= δt−1
[
w
(

1 − τ

n

)
u′(ct)− θD′(0)

]
− τw

n

T

∑
i=t+1

δi−1u′(ci)

= δt−1

[
wu′(xt)

(
1 − τ

n
− τ

n

n−1

∑
k=1

δk

)
− θD′(0)

]
≥ δt−1 [w(1 − τ)u′(x)− θD′(0)

]
> 0

where the first equality uses Claim 2; the second equality uses the fact that ci = xt for all
i ≥ t, as no further earnings occur and thus the remaining benefit stock is paid evenly
over the remaining n periods; and the weak inequality follows because ∑n−1

k=1 δk ≤ n − 1
means that the term in round brackets is at least 1 − τ, and because yt = yt−1 > K so that
xt ≤ x and, thus, u′(xt) ≥ u′(x). Once again, our assumed bound on D′(0) ensures that

1If ys−1 = K, we understand this as a right derivative at hs = 0, and as an ordinary derivative in a
neighborhood of any interior point hs > 0.
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this final expression is strictly positive. This contradicts optimality, and we conclude that
there cannot be a singular period of zero-work after the kink.

Finally, suppose that there is a post-kink block of zeros ha = · · · = hb−1 = 0 with
hb > 0. Denote

t := b − 1, and m := T − t + 1.

Then ht = 0, ht+1 > 0, and yt−1 ≥ K. Using Claim 2,

gt :=
∂U
∂ht

∣∣∣∣
ht=0+

= δt−1
[
w
(

1 − τ

m

)
u′(ct)− θD′(0)

]
− τw

m

T

∑
i=t+1

δi−1u′(ci).

Since no earnings occur in period t, we have ct = xt ≤ x, with equality if yt = K. More-
over,

xt+1 = xt −
τwht+1

m − 1
,

so
ct+1 = xt+1 + wht+1 = ct + wht+1

(
1 − τ

m − 1

)
> ct.

By concavity of u, u′(ct) ≥ u′(ct+1).
Also, as ht+1 > 0, the period t + 1 choice is characterized by the FOC (where we

applied Claim 2):

δt
[

w
(

1 − τ

m − 1

)
u′(ct+1)− θD′(ht+1)

]
− τw

m − 1

T

∑
i=t+2

δi−1u′(ci) = 0.

Since D′(ht+1) ≥ 0, this implies (multiplying both sides by (m − 1)/m):

τw
m

T

∑
i=t+2

δi−1u′(ci) ≤ δtw
m − 1 − τ

m
u′(ct+1).

Thus,

−τw
m

T

∑
i=t+1

δi−1u′(ci) = −τw
m

T

∑
i=t+2

δi−1u′(ci)−
τw
m

δtu′(ct+1)

≥ −δtw
m − 1 − τ

m
u′(ct+1)−

τw
m

δtu′(ct+1)

= −δtw
m − 1

m
u′(ct+1).
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Substituting this bound into the expression for gt delivers

gt ≥ δt−1
[
w
(

1 − τ

m

)
u′(ct)− θD′(0)

]
− δtw

m − 1
m

u′(ct+1).

Using u′(ct) ≥ u′(ct+1) and δ ≤ 1,

gt ≥ δt−1
(

w
[(

1 − τ

m

)
− δ

m − 1
m

]
u′(ct)− θD′(0)

)
≥ δt−1

[
1 − τ

m
wu′(ct)− θD′(0)

]
.

Finally, ct ≤ x, so u′(ct) ≥ u′(x), and our assumed bound on D′(0) ensures 1−τ
T wu′(x) >

θD′(0), therefore,

gt ≥ δt−1
[

1 − τ

m
wu′(x)− θD′(0)

]
≥ δt−1

[
1 − τ

T
wu′(x)− θD′(0)

]
> 0,

again contradicting optimality. We thus conclude that there cannot be a block of zero-work
periods after the kink.

Having exhausted every possibility, we conclude that hi > 0 for every i = 1, . . . , T.

A.3 Relaxing Additive Separability

In the text, we specify the following period t utility:

u (htw (1 − τ (yt−1, ht)) + x)− θD (ht) .

We now verify that the result—flexible workers do not stop mid-year—does not depend
on this functional form. Indeed, suppose a worker’s period t utility is instead

u (ct, ht; θ) ,

which we assume to be

• continuously differentiable in both arguments;

• strictly increasing in consumption and decreasing in labor: ∂u
∂c (c, h; θ) > 0 and ∂u

∂h (c, h; θ) ≤
0; and

• concave.

Then, letting
Ut = u (htw (1 − τ (yt−1, ht)) + x, ht; θ) ,
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we have an analog of Lemmas 1 and 2:

Proposition 3. For a flexible worker, if a worker’s marginal disutility of work at 0 is 0 for all
c ≤ x, it is not optimal for her to stop mid-year.

Proof. Suppose earnings hit above the kink and consider a period beyond the kink. Then
the worker’s marginal utility at ht = 0 is

dUt

dht

∣∣∣∣
ht=0

= w(1 − τ) · ∂u
∂c

(x, 0; θ) +
∂u
∂h

(x, 0; θ).

We omit the arguments for the other periods (crossing and pre-crossing), as the logic is
identical.
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Online Appendix

Appendix B: Additional Results

Table OA.1: Missing Mass and the Prevalence of Hours Constraints: Frequencies

Frequency of Frequency of year-end Fraction hours
missing mass (mn) bunchers (b12,n) constrained (α) Obs

Column: (1) (2) (3) (4) (5) (6) (7)

A: Baseline 1,869 (239) 3,151 (80) .59 (.12) 93,975

B. Work next year 1,583 (154) 2,043 (66) .77 (.12) 50,791
In same firm 1,513 (145) 1,934 (60) .78 (.12) 46,162
In different firm 314 (78) 309 (28) 1.02 (.44) 10,573

Notes: This table displays the estimated frequency of missing work (mn), year-end bunching (b12,n), and fraction hours constrained
(α = mn/b12,n). The sample consists of DI recipients aged 18–66 who receive full (100 percent) benefits, have some labor market
earnings during the calendar year, and who were awarded DI before 2015. Standard errors (in parentheses) are calculated by bootstrap
using 500 replications.

Figure OA.1: Dynamics in Missing Mass: Benefit Phase-Out Kink in the DI Program

(a) Labor Force Participation (∆p)
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(b) Participation Elasticity (ϵ)
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Notes: Figure (a) displays the estimated labor force participation responses (△p) for the sample of DI recipients for each calendar
month. △p is defined as the difference between the observed probability of working by the end of the calendar year (p) and the
estimated counterfactual probability (p̃) at the $8,000 kink. p̃ is estimated by a linear extrapolation (i = 1) using observations to the left
of the kink as described in Equation 2. Figure (b) displays the estimated participation elasticity (ϵ) for each calendar month defined as
the elasticity of LFP wrt. the (net-of) participation tax rate as defined in Equation 3. The sample consists of DI recipients aged 18–66
who receive full (100 percent) benefits, have some labor market earnings during the calendar year, and who were awarded DI before
2015. Standard errors (indicated by the vertical bars) are calculated by bootstrap using 500 replications.
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Figure OA.2: Missing Mass Estimation Methods

(a) Linear Extrapolation
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(b) Polynomial Method
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Notes: Figure (a) displays the observed fraction of recipients who work by the end of the calendar year (p) for each earnings bin (using
a binwidth of $267 = 2,000 NOK) and the counterfactual probability (p̃) estimated by a linear extrapolation (i = 1) using observations
to the left of the kink as described in Equation 2 (right axis). Similarly, Figure (b) displays the observed p and estimated counterfactual
p̃ which is estimated by a 7th degree polynomial omitting bins in the excluded region as described in Equation 2. Both figures display
estimated parameters using each respective estimation method and the observed cumulative earnings distribution for the sample of
DI recipients and a fitted counterfactual using a 7th degree polynomial as described in Equation 2 (left axis). For full details of the
estimated parameters, see Section 2.2. The sample consists of DI recipients aged 18–66 who receive full (100 percent) benefits, have
some labor market earnings during the calendar year, and who were awarded DI before 2015. Standard errors (in parentheses) are
calculated by bootstrap using 500 replications.

Figure OA.3: Sensitivity in Order of Polynomial in Bunching Estimation

(a) Year-End Bunching (b12)
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(b) Fraction Hours Constrained (α)
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Notes: Figure (a) displays estimated year-end bunching (b12) for the sample of DI recipients where the counterfactual earnings distri-
bution is estimated by a n-th degree polynomial (indicated on the horizontal axis). Similarly, Figure (b) displays the estimated fraction
hours constrained (α) for different orders of polynomial to estimate the number of year-end bunchers. For the full details of the es-
timated parameters, see Section 2.2. In both figures, the dashed horizontal lines indicate our main specification using a 7th degree
polynomial to estimate the counterfactual density of year-end cumulative earnings. The sample consists of DI recipients aged 18–66
who receive full (100 percent) benefits, have some labor market earnings during the calendar year, and who were awarded DI before
2015. Standard errors (indicated by the vertical bars) are calculated by bootstrap using 500 replications.
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Figure OA.4: Missing Mass at Kinks in the Income Tax Schedule

(a) $6,667 Kink
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(b) $9,851 Kink
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(c) $11,789 Kink
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(d) $27,612 Kink
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(e) $73,407 Kink
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(f) $118,080 Kink
Notes: These figures display the observed cumulative earnings distributions around each kink in the income tax schedule for the
workforce sample (non-DI) along with fitted counterfactuals using a 7th degree polynomial as described in Equation 2 (left axes). The
figures further display the observed fraction of individuals who work by the end of the calendar year (p) for each earnings bin (using
a binwidth of $133 = 1,000 NOK) and the estimated counterfactual probabilities (p̃) estimated by a linear extrapolation (i = 1) using
observations to the left of the kink. See Figure 4 for more details. The sample consists of the overall workforce (non-DI) aged 18–66
years with some labor market earnings in 2015. Earnings at round numbers in multiples of 1,000 NOK are excluded. Standard errors
(in parentheses) are calculated by bootstrap using 500 replications.
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